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Foreword

[SO (the International Organization for Standardization) and IEC (the International Electrotechnical
Commission) form the specialized system for worldwide standardization. National bodies that are
members of ISO or IEC participate in the development of International Standards through technical
committees established by the respective organization to deal with particular fields of technical activity.
ISO and IEC technical committees collaborate in fields of mutual interest. Other international organizations,
governmental and non-governmental, in liaison with ISO and IEC, also take part in the work.

The procedures used to develop this document and those intended for its further maintenance are described
in the ISO/IEC Directives, Part 1. In particular, the different approval criteria needed for the different types
of document should be noted. This document was drafted in accordance with the editorial rules of the ISO/
[EC Directives, Part 2 (see www.iso.org/directives or www.iec.ch/members experts/refdocs).

[SO and IEC draw attention to the possibility that the implementation of this document may involve the
use of (a) patent(s). ISO and IEC take no position concerning the evidence, validity or applicability of any
claimed patent rights in respect thereof. As of the date of publication of this document, ISO and IEC had not
received notice of (a) patent(s) which may be required to implement this document. However, implementers
are cautioned that this may not represent the latest information, which may be obtained from the patent
database available at www.iso.org/patents and https://patents.iec.ch. ISO and IEC shall not be held
responsible for identifying any or all such patent rights.

Any trade name used in this document is information given for the convenience of users and does not
constitute an endorsement.

For an explanation of the voluntary nature of standards, the meaning of ISO specific terms and expressions
related to conformity assessment, as well as information about ISO's adherence to the World Trade
Organization (WTO) principles in the Technical Barriers to Trade (TBT) see www.iso.org/iso/foreword.html.
In the IEC, see www.iec.ch/understanding-standards.

This document was prepared by Joint Technical Committee ISO/IEC JTC 1, Information technology,
Subcommittee SC 27, Information security, cybersecurity and privacy protection.

Any feedback or questions on this document should be directed to the user’s national standards
body. A complete listing of these bodies can be found at www.iso.org/members.html and
www.iec.ch/national-committees.
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Introduction

Mitigating the risks of security threats to Al systems in a timely manner can help to improve the
trustworthiness of Al systems and of the organizations that use or develop them, and thus earn trust in
these systems and organizations. As technology continues to advance and innovate at a fast pace, emerging
and new security vulnerabilities discovered in Al systems can require continuous evaluation of security
objectives.

Al systems are subject to all of the traditional cybersecurity vulnerabilities, exploits and attacks. They
can be subject to new threats, notably those based on data, input manipulation or actions of Al models.
However, these additional concerns do not supersede conventional cybersecurity concerns. As the overall
cybersecurity threat landscape evolves, the need to protect Al systems against non-Al system specific
threats continues to be an ongoing pursuit.

Al systems have become more widespread as organizations embrace digital transformation, resulting in
an increasing likelihood of security attacks on these systems. Furthermore, as a result of the disparate and
widespread use of Al systems, and especially within safety critical contexts, the result of security attacks
can be severe and in some cases, lead to physical or mental repercussions for individuals.

Due to the way Al systems are developed, and their strong dependency on training data, which can include
user data or unvetted data, these systems can have additional vulnerabilities compared to conventional
information processing systems. Furthermore, there is a lack of understanding when it comes to the
inner workings of Al, specifically when it comes to understanding and diagnosing individual instances of
Al behaviour. This document provides guidance to organizations who are choosing to develop or deploy
Al systems, providing awareness of the types of security threats such systems can face, and helping
organizations understand the consequences of such threats and the most commonly related detection and
mitigation techniques. Such awareness and understanding of this new threat landscape is imperative for
securing Al systems against adversarial attacks.

This document describes various security threats and the exploitation of vulnerabilities that can happen
when using Al systems. The objective is to identify recommended measures to improve the security of Al
systems by identifying threats and the consequences of these threats. The identification of threats can help
users and developers of Al systems better understand security issues related to Al systems.

Security threats and vulnerabilities with a lack of controls in Al systems can lead to failures, impacting both
individuals and businesses.

It can be challenging to detect some threats to Al systems and thus, developing controls without effective
threat detection would not be useful or adequate. This document can help identify where security threats
can be effectively addressed.

In general, it is recommended that the established commonly accepted security practices in ISO/IEC 2700111
and ISO/IEC 27002[2] are adhered to. However, the reliance of many Al systems on training data introduces
new threats. Attacks such as data poisoning can cause undesirable outcomes by injecting malicious or
unwanted data into training data. During the operational phase, Al systems gather data to support future
model updates. However, this process can be vulnerable to the introduction of corrupted data, potentially
compromising the integrity of future model retraining during the design and development stage. Where
continuous or iterative learning occurs, data inputs supplied during operation can also become training
data, so corrupted inputs can also become a vector for data poisoning. Accordingly, Al or machine-learning-
enabled work, data, and control flows can benefit from some additional controls. This document can provide
the necessary insights to apply both established and new controls, for example by explaining what the assets
are, and what aspects need protecting.

Other attacks such as model exfiltration through querying can be mitigated by conventional information
security measures such as rate limiting. Models and intellectual property can be stolen even when effective
conventional information security measures are in place, since a model exfiltration attack is established
through legitimate querying of the model. Threat detection is a challenge but an essential component to
effectively mitigate model exfiltration. The measures used to mitigate Al threats can use a defence-in-depth
strategy that leverages multiple security measures to protect an organization's assets.
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If a choice is made to use unvetted or unverified data for training, risks related to data poisoning or attacks
that can exploit ML data or control flows can increase.
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Cybersecurity — Artificial intelligence (AI) — Addressing
security threats and compromises to Al systems

1 Scope

This document addresses security threats and compromises specific to artificial intelligence (Al)
systems. This document aims to provide information to organizations to help them better understand the
consequences of security threats specific to Al systems, throughout their life cycle, and descriptions of how
to detect and mitigate such threats.

This document is applicable to all types and sizes of organizations, including public and private companies,
government entities and not-for-profit organizations that develop or use Al systems.

2 Normative references

The following documents are referred to in the text in such a way that some or all of their content constitutes
requirements of this document. For dated references, only the edition cited applies. For undated references,
the latest edition of the referenced document (including any amendments) applies.

ISO/IEC 22989, Information technology — Artificial intelligence — Artificial intelligence concepts and
terminology

Framework for Artificial Intelligence (Al) Systems Using Machine Learning (ML)
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